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A little bit probability theory...



Random Variable

* Random variable: unknown; its values depends on outcomes of a
random event.

e Uppercase letter X for random variable.

Random  Possible Probabilities
Variable Values
v 0 P(X =0) = 0.5
1 P(X=1)=0.5




Random Variable

 Random variable: unknown; its values depends on outcomes of a
random event.

e Uppercase letter X for random variable.
* Lowercase letter x for an observed value.
* For example, | flipped a coin 4 times and observed:

’X1:1,
'X2=1,
°X3=0,

°X4=1.



Probability Density Function (PDF)

* PDF provides a relative likelihood that the value of the random
variable would equal that sample.



Probability Density Function (PDF)

* PDF provides a relative likelihood that the value of the random
variable would equal that sample.

Example: Gaussian distribution
o o)/
* |t is a continuous distribution.
 PDF:
1 B (x—u)z) . | |
p(X) _ Wexp( 202 J° 3 2 - 0 1



Probability Density Function (PDF)

* PDF provides a relative likelihood that the value of the random
variable would equal that sample.

Example: Discrete distribution

* Discrete random variable: X € {1,3,7}. 051 0.3
» PDF: 0.2
p(1) = 0.2,
p(3) = 0.5, 7 § '7
p(7) = 0.3.



Probability Density Function (PDF)

e Random variable X is in the domain X.

e For continuous distribution,
J, p(x)dx = 1.

e For discrete distribution,
erx p(x) = 1.



Expectation

e Random variable X is in the domain X.

* For continuous distribution, the expectation of f (X) is:

E[f(0] = [, p(x) - f(x) dx.
* For discrete distribution, the expectation of f(X) is:

E[f(X)] = Zrex () - f(x) .



Random Sampling

* There are 10 balls in the bin: 2 are red, 5 are green, and 3 are blue.
 Randomly sample a ball.

e What will be the color?




Random Sampling

e Sample red ball w.p. 0.2, green ball w.p. 0.5, and blue ball w.p. 0.3.
 Randomly sample a ball.

e What will be the color?



Random Sampling

e Sample red ball w.p. 0.2, green ball w.p. 0.5, and blue ball w.p. 0.3.

 Randomly sample a ball.

e What will be the color?

from numpy.random import choice

0.3])

0.5,

100, p=[0.2,

'G', 'B'], size

choice([ 'R',

print (samples)

samples



Terminologies



Terminology: state and action

state s (this frame)
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Terminology: state and action

state s (this frame) Action a € {left, right, up}

left <« > right




Terminology: policy

policy =




Terminology: policy

policy =

* Policy function : (s,a) - [0,1]:
n(a|s) = PA=alS =5s).




Terminology: policy

policy =

* Policy function : (s,a) - [0,1]:
n(a|s) = PA=alS =5s).

* It is the probability of taking action
A = a given state s, e.g.,
o (left | s) = 0.2,
« m(right|s) = 0.1,
e m(up | s) =0.7.




Terminology: policy

policy =

* Policy function : (s,a) - [0,1]:
n(a|s) = PA=alS =5s).

* It is the probability of taking action
A = a given state s, e.g.,
o (left | s) = 0.2,
« m(right|s) = 0.1,
e m(up | s) =0.7.

* Upon observing state § = s, the
agent’s action A can be random.




Terminology: reward

reward R

e Collect a coin: R =+1




Terminology: reward

reward R

e Collect a coin: R =+1
* Win thegame: R = 410000




Terminology: reward

reward R

e Collect a coin: R =+1
* Win thegame: R = 410000

 Touch a Goomba: R = —10000
(game over).




Terminology: reward

reward R

e Collect a coin: R =+1
* Win thegame: R = 410000

 Touch a Goomba: R = —10000
(game over).

* Nothing happens: R = 0




Terminology: state transition

state transition

action
old state > new state




Terminology: state transition

state transition

action
old state > new state

* E.g., “up” action leads to a new state.




Terminology: state transition

state transition

action
old state > new state

* E.g., “up” action leads to a new state.

e State transition can be random.

e Randomness is from the environment.




Terminology: state transition

state transition

action
old state > new state

* E.g., “up” action leads to a new state.

e State transition can be random.

e Randomness is from the environment.
e p(s'|s,a) =P(S' =5s'|S =5,A = a).




Terminology: agent environment interaction

)[ Agent ;}

State s;

(Environment}
S




Terminology: agent environment interaction

)[ Agent ;}

State s; Action a;

(Environment}
\_




Terminology: agent environment interaction

:[ Agent § }

State s;, ¢ Reward 7% Action a;

-~

Environment}

N\




Randomness in Reinforcement Learning

Actions have randomness.

* Given state s, the action can be random,

e.g., .
s 2(“left’|s) = 0.2,

/ l\ « m(“right’|s) = 0.1,
@ @ A~7(- |s) + m(“up”|s) = 0.7.

left right up
0.2 0.1 0.7



Randomness in Reinforcement Learning

Actions have randomness.

* Given state s, the action can be random,
e.g., .

M s . w(“left’]s) = 0.2,
\ « mw(“right”|s) = 0.1,
®a  w(“up”|s) = 0.7.
f\ State transitions have randomness.
H B

! * Given state S = s and action A = a, the
p( s, a) environment randomly generates a new
state S”.



Randomness in Reinforcement Learning

Actions have randomness.

* Given state s, the action can be random,
e.g., .

. S ° n(“left"|5) — 0.2’
\ « mw(“right”|s) = 0.1,
@®a « m(“up”ls) = 0.7.
.f\. State transitions have randomness.
08 0.2 * Given state S = s and action A = a, the

environment randomly generates a new
state 5.



Play the game using Al

* Observe a frame (state s4)
* =» Make action a4 (left, right, or up)

* =» Observe a new frame (state s)
and reward ry

* = Make action a,
« = ...




Play the game using Al

* Observe a frame (state s4)
* =» Make action a4 (left, right, or up)

* =» Observe a new frame (state s)
and reward ry

* = Make action a,
« = ...

e (state, action, reward) trajectory:

Sli al,”l‘l, Sz, az,rz, e ,ST, aT, TT.




Rewards and Returns



Return

Definition: Return (aka cumulative future reward).

*Ue =Re + Reyy + Reyo + Regz + 0



Return

Definition: Return (aka cumulative future reward).

*Ue =Re + Reyy + Reyo + Regz + 0

Question: Are R; and R; . equally important?

* Which of the followings do you prefer?
* | give you 5100 right now.
* | will give you $100 one year later.



Return

Definition: Return (aka cumulative future reward).

*Ue =Re + Reyy + Reyo + Regz + 0

Question: Are R; and R; . equally important?

* Which of the followings do you prefer?
* | give you 5100 right now.
* | will give you $100 one year later.

 Future reward is less valuable than present reward.
* R;.,; should be given less weight than R;.



Return

Definition: Return (aka cumulative future reward).

*Ue =Re + Reyy + Reyo + Regz + 0

Definition: Discounted return (aka cumulative discounted future reward).

* y: discount rate (tuning hyper-parameter).
*U =R +VRey1 +V*Reip + V> Rpyz + -



Randomness 1in Returns

Definition: Discounted return (at time step t).
*Ut=R;+VRiy1 +V* Ry +¥° Reys + 00

At time step t, the return U; is random.

* Two sources of randomness:
1. Action can be random: P[A=a|S =s]=mn(als).
2. New state can be random: P[S’' =s'|S = 5,4 = a] = p(s'|s, a).



Randomness 1in Returns

Definition: Discounted return (at time step t).

*Ut=R;+VRiy1 +V* Ry +¥° Reys + 00

At time step t, the return U; is random.

* Two sources of randomness:
1. Action can be random: P[A=a|S =s]=mn(als).
2. New state can be random: P[S’' =s'|S = 5,4 = a] = p(s'|s, a).

* Foranyi = t, the reward R; depends on S; and A;.

* Thus, given s;, the return U; depends on the random variables:
* Ap Aev 1, Apgo, e and Sppq, Sy,



Value Functions



Action-Value Function Q(s, a)

Definition: Discounted return (aka cumulative discounted future reward).

*Us =Ry +YRey1 +V*Reyo + V> Ry + -



Action-Value Function Q(s, a)

Definition: Discounted return (aka cumulative discounted future reward).

*Us =Ry +YRey1 +V*Reyo + V> Ry + -

Definition: Action-value function for policy .

* Qr(sp,ar) = E[U|S; = s, Ay = a].

* Return U; depends on states S¢, S¢11, 5S¢40, -- and actions Ay, Aryq, Apio, oo,



Action-Value Function Q(s, a)

Definition: Discounted return (aka cumulative discounted future reward).

*Ut =R+ VRey1 +V* Ry + 7’ Reyz +

Definition: Action-value function for policy .

* Qr(sp,ar) = E[U|S; = s, Ay = a].

* Return U; depends on states S¢, S¢11, 5S¢40, -- and actions Ay, Aryq, Apio, .
* Actionsarerandom: P[A =a|S = s] =mn(als). (Policy function.)

e Statesarerandom: P[S'=5'|S=35,4A=a]=p(s'|s,a). (State transition.)



Action-Value Function Q(s, a)

Definition: Discounted return (aka cumulative discounted future reward).

*Us =Ry +YRey1 +V*Reyo + V> Ry + -

Definition: Action-value function for policy .

* Qr(sp,ar) = E[U|S; = s, A = a].

Definition: Optimal action-value function.

* Q7 (s, ap) = m;lX Qr (st a).



State-Value Function V(s)

Definition: Discounted return (aka cumulative discounted future reward).

*Ut =R+ Y Rey1 +¥* Ry + 7> Ry + -

Definition: Action-value function for policy .

* Q. (s¢,a.) = E U] VA = a].
Definition: State-value function.

* Vi(sp) = Ey [Qr(se, A)]



State-Value Function V(s)

Definition: Discounted return (aka cumulative discounted future reward).

*Ut =R+ Y Rey1 +¥* Ry + 7> Ry + -

Definition: Action-value function for policy m.

* Q. (s¢,a.) = E U] VA = a].
Definition: State-value function.

e V_.(s;) =E, [Q,(s;,A)] =X m(als;) - Q(s;,a).  (Actions are discrete.)

\

Taken w.r.t. the action A ~ (- [s;).



State-Value Function V(s)

Definition: Discounted return (aka cumulative discounted future reward).

*Ut =R+ Y Rey1 +¥* Ry + 7> Ry + -

Definition: Action-value function for policy m.

‘ QTE( )at) =E [Utl

Definition: State-value function.

* V(s:) = Ey

* Vn(St) =,

Qn (s, A).

Qn (s, A).

= ).,m(als;) - Q(s;, a). (Actions are discrete.)

= [ n(als;) - Q,(s;,a) da . (Actions are continuous.)



Understanding the Value Functions

* Action-value function: Q,(s;, a;) = E [U,|S; = s, A = a.].

* Given policy T, Q. (s, a) evaluates how good it is for an agent to pick
action a while being in state s.



Understanding the Value Functions

* Action-value function: Q,(s;, a;) = E [U,|S; = s, A = a.].

* Given policy T, Q. (s, a) evaluates how good it is for an agent to pick
action a while being in state s.

» State-value function: V_(s) = E, [Q,(s,A)]
* For fixed policy , V,(s) evaluates how good the situation is in state s.
* E<[V.(S)] evaluates how good the policy 7 is.



Play games using reinforcement learning



How does Al control the agent?

Suppose we have a good policy m(als).

* Upon observing the state s;,
* random sampling: a, ~ (- |s;).



How does Al control the agent?

Suppose we have a good policy m(als).

* Upon observing the state s;,

* random sampling: a, ~ (- |s;).

Suppose we know the optimal action-value function Q*(s, a).

* Upon observe the state s;,
* choose the action that maximizes the value: a;, = argmax, Q*(s;, a).



OpenAl Gym

* Gym is a toolkit for developing and comparing reinforcement learning algorithms.

* https://gym.openai.com/

Classical control problems

e

Cart Pole Pendulum



OpenAl Gym

* Gym is a toolkit for developing and comparing reinforcement learning algorithms.

* https://gym.openai.com/

Atari Games

Pong Space Invader Breakout



OpenAl Gym

* Gym is a toolkit for developing and comparing reinforcement learning algorithms.

* https://gym.openai.com/

MuloCo (Continuous control tasks.)

Humanoid Half Cheetah



OpenAl Gym

lteration O




Play CartPole Game
import gym
env = gym.make('CartPole-v0"')

* Get the environment of CartPole from Gym.
e “env” provides states and reward.




Play CartPole Game

state = env.reset()

for t in range( 1// A window pops up rendering CartPole.
env.render ()

print(state) A random action.

action = env.action space.sample()
state, reward, done, info = env.step(action)

if done: “done=1"” means finished (win or lose the game)
print('Finished')
break

env.close()



Summary



Summary

Terminologies

« Agent ;

* Environment
* State s.

* Action a.

* Reward r.

* Policy m(als)

e State transition p(s'|s, a).



Summary

Terminologies Return and Value

. * Return:
 Agent ;

. U =R+ Y Ripq1 +7* Reyo + -
* Environment

e Action-value function:

e State s.
: Qr(ss,ar) = E [Utlst: at]-
* Action a.
e Optimal action-value function:
e Reward r.

Q (s, ar) = mélX Qr(se, az).

* Policy m(als)
* State transition p(s’|s, a). * State-value function:
Ve(se) = ExlQr(se, A)].



Play game using reinforcement learning

* Observe state s;, make action a;, environment gives s;,; and reward 7;.

St—> At > St+1—> A1 St+2—> Q42 T > St+3 "

~ ~ ~

Tt Tt+1 Tt42



Play game using reinforcement learning

* Observe state s;, make action a;, environment gives s;,; and reward 7;.

St™> 0t —> St41—> At41™> St42——> At42 7> St4+3

~ ~ ~

Tt Tt+1 Tt42

* The agent can be controlled by either m(al|s) or Q*(s, a).



3.

4.

5.

We are going to study...

Value-based learning.
e Deep Q network (DQN) for approximating Q*(s, a).
* Learn the network parameters using temporal different (TD).

Policy-based learning.
* Policy network for approximating m(als).
* Learn the network parameters using policy gradient.

Actor-critic method. (Policy network + value network.)

Example: AlphaGo



Thank you!



